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NLU: Field and challenges
Language is one of the foundations of human society. And, since 
the Natural Language Processing (NLP) field exploded in the 1980s, 
experts have sought a way for computers to ingest unstructured text 
data and summarize the content in a way that a human would, but at 
a scale that only computers can offer efficiently.

A subset of the NLP field, Natural Language Understanding (NLU), 
focuses on finding meaning and understanding in that unstructured 
text, after NLP tools process it. NLU uses AI and machine learning to 
understand words as more than just symbols--how do they relate, 
how are they used, and what can they tell us? 

Human language is social, dynamic and heavily context- and domain-
based. The settings where language is used – different industries, 
subject matters, and cultures – heavily influence what kind of 
language is used and what words mean

This variety makes it incredibly difficult to create a generalized 
computer solution that works across any domain or context – large 
or small. Luminoso was formed to find a solution to this problem.

Simple approaches to NLU
Although natural language processing is a complex field, there are 
simple solutions on the market that yield some results. 

• Keyword matching and counting 

• TF-IDF

• WordNet distance

• Fully-supervised classification

• Latent Semantic Analysis (LSA)

Approaches to NLU 

This document discusses both 
simple and complex approaches to 
NLU, which include:

• Keyword matching and counting

• TF-IDF

• WordNet distance

• Fully-supervised classification

• Latent Semantic Analysis (LSA)

• Clustering 

• Task-specific knowledge and 
ontologies 

• Parsing 

• “Transformer” language models

• Transfer learning by fine-tuning 
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Luminoso’s Galaxy: 
more than just a 
word cloud

Word clouds are a useful way 
to quickly understand a body of 
text, but typical ones are flawed. 
Luminoso’s “Galaxy” visualization 
uses science to make a more 
meaningful visualization that places 
similar words together.  This is 
based on Luminoso’s conceptual 
matches, which leverage meaning 
and usage to find words that are 
close but not exact matches. 
Luminoso sees words as entitites 
that convey meaning, not just 
symbols to be matched exactly. 
The Galaxy scales size of words 
not only by raw occurrence, but by 
prevalence, which compares the 
number of times words appear in 
a specific dataset to the number 
of times they normally appear in a 
large corpus of text. 

In Luminoso, prevalence 
emphasizes words that aren’t 
just frequent, but frequent in an 
interesting way. It uses an NLP 
pipeline more sophisticated than 
a stemmer to group forms of the 
same word, and understands that 
“ground” isn’t always a form of 
“grind”. It also includes important 
exceptions like recognizing that 
“not happy” is not an occurrence of 
“happy.”

Keyword matching and 
counting 
To computers, words are arbitrary symbols. Without a rich native 
understanding of language, words don’t mean anything, so there’s 
no easy way to know when two words are similar. Because of this, 
early search engines relied on exact word matching. Synonyms didn’t 
mean anything, and you often needed to enter multiple word forms, 
like “plumber OR plumbers.” Early search engines could only deliver 
exactly matching results for the word “plumber.” 

One approach to word forms was stemming words with algorithms 
like the Porter stemmer, which used a list of common English words 
to remove suffixes. This meant users didn’t need to specify all word 
forms, but introduced other problems – to the Porter stemmer, 
“universe”, “universal”, and “university” are the same word. These 
methods might seem like an antiquated way to process text, but 
they’re still actively used today in word clouds.

Typical word clouds only count how many times each word appears, 
disregarding meaning. If frequency indicated importance, English 
word clouds would always show words like “the” in enormous letters. 
However, most keyword-based NLP tools, including word cloud 
generators, use a list of stopwords to identify words that are always 
ignored. There are flaws to this approach: handling stopwords this way 
made it impossible to search AltaVista for “to be or not to be.”

Since word clouds exclude stopwords from a predefined list based on 
English, the most frequent words that aren’t stopwords display largest. 
This is fairly arbitrary, so it doesn’t offer much meaning. Ultimately, 
word clouds don’t convey much information, and are scarcely smarter 
than antiquated word-matching search engines. 
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TF-IDF
Some simple NLP tools, like search indexes, use a measure called 
“Term Frequency (multiplied by) Inverse Document Frequency”, or 
TF-IDF. TF-IDF helps search engines recognize that rarely-used terms 
convey more information than terms that often. But TF-IDF is applied 
to the wrong use cases in NLU. It can lead to problems since TF puts 
excessive emphasis on words that are repeated within a document, 
even when repetition conveys no new information. And, IDF is the 
opposite of the measure required to understand the words in a specific 
domain. 

Words that appear often in a language as a whole are less informative, 
but words that appear in many different documents in a domain are 
often very informative about the dataset’s content. Those domain-
relevant words are exactly the ones that are most penalized by IDF. 
In summary, TF is not very important, and IDF goes in the wrong 
direction for most domains. For these reasons, we don’t use TF-IDF at 
Luminoso.

WordNet distance
The techniques we’ve already discussed don’t learn what words really 
mean. A classic way to determine meaning for a computer is to find 
words in WordNet, a computational version of a dictionary.

WordNet measures distances between meanings through a hierarchy 
of all nouns for which it has definitions. A cat is a type of mammal and a 
type of carnivore; those are types of animals, which are types of living 
things, which are types of “entities”. The distance between two nouns 
correlates to their distance in this hierarchy. WordNet distance is not 
well-defined for other parts of speech. Problematically, WordNet 
defines words using separate word senses, many of which are obscure 
or irrelevant. WordNet doesn’t know if “cat” means the mammal or a 
jazz musician, but you must supply this distinction to find the correct 
WordNet node.

Meaning is more than taxonomic classification. WordNet won’t tell you 
that food is something you eat, or that a cat is often a pet. This complex 
form of relational knowledge doesn’t fit into a neat hierarchy, but does 
make a large and loosely organized graph. ConceptNet, a larger and 
more loosely structured semantic network than WordNet, represents 
this kind of knowledge. ConceptNet is one of Luminoso’s foundations.

ConceptNet: a better approach 
WordNet distance has been surpassed as a way to recognize 
synonyms and related words. A measure learned from ConceptNet, 
on which Luminoso is based, was the state of the art, by a large 
margin, on this task at SemEval 2017.
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Fully-supervised classification
One approach to machine learning is producing an end-to-end system 
to solve a problem. Users enter examples of a problem, with correct 
answers labeled, and get a classifier that answers new instances of the 
problem, with varying degrees of accuracy.

Some problems with classification are that:

• Often, classifiers need millions of training samples for acceptable 
levels of accuracy. This quantity of data may not be available for 
business tasks. 

• End-to-end classifiers in NLP are expected to learn everything 
about language from training examples alone. 

• Supervised classifiers sometimes end up learning about the 
idiosyncracies of training data instead of distinctions they’re 
intended to learn. 

Some supervised classification tools, like Yahoo’s Vowpal Wabbit in 
2010 and Facebook’s fastText in 2016, were powerful enough to be 
a go-to solution for many tasks, with enough training data. But the 
accuracy of supervised classifiers eventually reaches a limit that other 
methods can surpass. 

Now, the most effective and accurate NLP is done with a combination 
of general background knowledge and task-specific examples, and 
usually a combination of labeled and unlabeled data.

Deep learning techniques have been effective at improving supervised 
classification by enabling the training of more complex decision 
processes. The same techniques also provide effective ways to 
combine general and specific knowledge, and ways to use pre-trained 
models that can be tuned to a specific task.

Luminoso’s approach to supervised 
classification

Luminoso was founded on the need to combine general and task-
specific knowledge. Our unique form of transfer learning learns 
domain-specific insights from a much smaller amount of data 
– whether labeled or unlabeled – than a classifier trained from 
scratch.
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Latent Semantic Analysis (LSA)
Latent Semantic Analysis (LSA) was a revolution when it was 
discovered in 1990. Previously, representing the “semantics” of a word 
in a computer system – instead of seeing words as meaningless symbols 
– usually involved a brittle process where an expert associated each 
word with a logical structure. LSA, on the other hand, supposes that the 
semantics of a word are implied by how it’s used.

Classic LSA makes a table of which words appear in which documents, 
then uses principal component analysis to reinterpret the table in terms 
of its principal components. The principal components represent large-
scale word use trends across a number of different documents. This 
idea translates to recommender systems, and even political science 
models that predict how various candidates will vote on various issues.

LSA alone isn’t sufficient for most tasks, but the idea that comes with 
it – that words with similar meanings are used in similar ways, and that 
similarities can be represented by their principal components – remains 
a useful and mathematically versatile starting point. 

Since LSA is made of observations of which words appear in which 
documents, it’s an exceptionally weak signal for learning about word 
meaning when used alone. It disregards word order, and starts without 
information about word meanings. LSA can discover interesting trends, 
but can also discover spurious correlations. It requires large amounts of 
text for reliable results, which can also make the algorithm infeasible.

The idea behind LSA has iterated over time. Some new approaches look 
at word usage in shorter segments of text; others stop trying to find the 
exactly optimal principal components, yielding a much faster algorithm 
that learns incrementally from lots of text; or augment the raw 
observations of how words are used with more structured information 
from a semantic network.  This resulted in the modern notion of word 
embeddings.

While LSA and principal components have been eclipsed by more 
accurate approaches, the mathematical tools they originated gave rise 
to the development of word embeddings, which remain highly relevant 
today.
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Advanced approaches to NLU
Other approaches to NLU add nuance and intelligence to word-
matching methods. These approaches are headed toward the deep 
level of understanding we often expect from AI, but must be correctly 
applied in order to deliver quality results. Often, successful NLU tools 
require a sophisticated combination of several methods. 

• Clustering
• Task-specific knowledge and ontologies
• Parsing
• “Transformer” language models
• Transfer learning by fine-tuning

• Luminoso’s approach to transfer learning 

Clustering
A possible semantic result is clusters of words or documents, which 
can be based on probabilistic models or directly on groups of words 
that often appear together in word embeddings. Results can indiicate 
major topics in a body of text.

Clustering offers helpful results in a completely unsupervised way. A 
disadvantage is that clustering is underconstrained – there are many 
possible solutions to the clustering problem, and clusters may change 
dramatically with small changes to the text being analyzed.

Clustering is a good way to start suggesting possible topics that 
appear in text, but it isn’t a complete NLU solution. The large space of 
reasonable solutions, and the sensitivity of clusters to small changes, 
means that clusters are better suggestions than answers.

Task-specific knowledge and 
ontologies
Some NLP technologists prefer to customize a solution for specific 
tasks to using a general knowledge structure like ConceptNet or 
WordNet. They adjust NLP tools like classifiers to particular tasks by 
explicitly listing task-oriented facts that the machine should know.  
This may include task-specific synonyms, pattern-matching rules, 
and custom WordNet-like hierarchies, also known as ontologies. This 
task-specific knowledge certainly helps the task. If an ontology isn’t 
effective, it can be tweaked, re-defined, and customized until it is.

Ontologies are resource-intensive, taking a massive amount of expert 
effort to create and maintain. Once established, they are rigid. If part 
of a task changes, like new goals, terminology, or issues, the only way 
to accommodate the change is to continue developing the ontology. 
This can lead to a delay of many months before application.

Ontologies can be beneficial for specific tasks, but the greatest benefit 
goes to the ontologists who design them, becoming indispensable 
while collecting high salaries or consulting fees.  www.luminoso.com8
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Parsing
To understand a word’s role in a sentence, you must understand the 
sentence’s grammar. “I’m happy about this” means something very 
different from “I’m not happy about this,” despite having only one 
different word – and the word “not” doesn’t carry the difference. 
Similarly, “I’m not happy about this” is different from “It’s not that I’m 
not happy about this.” A fundamental rule of language is that grammar 
can get arbitrarily complex.

It might seem that the first step in all NLP would be using a parse tree 
of a sentence to understand how its words interact, but this is not 
a practical approach. Training data for parsing – a treebank – is one 
of the most difficult forms of NLP training data to collect. It requires 
expert knowledge of syntax by the annotator, and results depend on 
the theory of syntax that the annotator’s notation intends to express.

Some parsers express dependency links between words in the 
sentence, instead of complete parse trees, as a form of linguistic 
information that’s easier to annotate and compute. Dependency 
graphs are interchangeable with parse trees in most grammatical 
situations, and the difficulty of the task remains the same.

Since most treebanks exist for text from English newspapers, it’s 
difficult for parsers to express the structure of other English registers 
– not to mention various registers of other languages. Informally 
written text, especially social media, can stump a parser. Parsers are 
often slow and fragile, and parsing errors propagate to later steps of 
NLP. It’s most practical to parse as shallowly as possible, and not rely 
on the parser for most things.

Recently, deep, context-sensitive language models, such as GPT, 
AWD-LSTM, and BERT, demonstrate implicit recognition of what 
words can appear in the context of the surrounding words, in a way 
that’s general enough to implicitly constitute “grammar” – without 
requiring representation as a parse tree or a graph. These models 
even score well on standardized tests that ask if a sentence is 
ungrammatical. If a task can be expressed as an end-to-end deep 
learning task, this may be all the grammar that is necessary. But this 
implicit recognition of grammar is hard to use in a more structured 
way.

Luminoso’s approach to parsing
Luminoso uses some shallow parsing to recognize with an 
acceptable level of accuracy when a word like “not” or “never” 
reverses the meaning of a sentence, since it’s important and very 
affected by grammar. We also use parts of speech to determine 
what’s likely to be a sensible phrase to show users. We avoid 
representing grammar for most other purposes.
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“Transformer” language models
The GPT series of models, most recently GPT-3, have been recognized 
for their ability to write long, coherent-sounding passages on nearly 
any topic, though these passages are usually subtly incorrect or 
unrealistic. GPT-3 also demonstrates great accuracy on many NLP 
tasks, with zero additional training data, through its ability to predict 
likely words.

But GPT-3 has limits: it requires massive amounts of processing power 
and isn’t available commercially. And getting GPT-3 to solve a task 
without training often requires cleverly rephrasing tasks so that GPT-3 
can solve them by doing what it does best – producing likely sentences. 
Some releases of GPT-2, BERT, and other powerful language models, 
are generally available. But has the existence of these models solved 
natural language understanding?

To quote Emily Bender in her paper “Climbing toward NLU”: “The 
language modeling task, because it only uses form as training data, 
cannot in principle lead to learning of meaning.”1

Bender’s paper discusses issues surrounding these models, what 
they can and can’t understand, and shows that these models’ high 
performance on evaluation tasks primarily relies on how they learn 
to leverage the task’s form to deduce the likeliest right answer, more 
cleverly than previous systems. 

Some consider transformer models a “moonshot” for NLU. Yet, like the 
rest of machine learning progress, this approach is still like climbing a 
hill with incremental steps in the most upward direction you can find 
nearby. Bender’s title, “Climbing toward NLU,” alludes to this metaphor: 
you can’t climb a hill to the moon, not even if you bring or try to build a 
really big ladder.

Bender’s criticism of language modeling applies to many tools for NLU, 
and it indicates why transformer language models are not the end of 
the story. A variety of tools suited to the task at hand are still required. 
For many tasks, the right solution isn’t the largest, most complex 
model, but a smaller one that is more understandable and more 
configurable.

This doesn’t mean that Transformer models aren’t great at what they 
do. We just need to understand in what contexts they’re applicable. 

1  Bender, Emily. “Climbing toward NLU.” https://www.aclweb.org/anthology/2020.

acl-main.463.pdf

Applying transformer 
models to Concept-

Level Sentiment 
At Luminoso, we use an adapted 

BERT model for the “Concept-Level 
Sentiment” task, which applies deep 

learning to the dataset-specific 
concepts Luminoso identifies to 

deliver highly accurate sentiment 
identification for each word – a 
major advancement in granular 
accuracy over models that only 

offer results for whole documents. 
This method greatly increases 

the computational requirements 
of sentiment, a downside of deep 

language models, but is worthwhile 
thanks to the increase in accuracy.

ML approaches, especially deep 
learning, are state-of-the-art for 

sentiment analysis. Many models, 
including transformer models, try 

to model how the context of a word 
influences its polarity, similar to the 
aim of rule-based approaches. But, 
unlike rule-based approaches, ML 
techniques do not require human 
input, though they require lots of 

data annotated with sentiment 
judgments for each topic, and 

procuring good quality data can be 
difficult.

To assemble various views of 
sentiment in a project, Luminoso 

analyzes concepts in context with 
a multilingual deep learning model. 

Unlike lexicon-based models, which 
only look at words in isolation, 
deep learning models work on 

numerous levels to create complex 
representations of a concept and 

its context. Luminoso’s supervised 
sentiment classifier then uses 

these representations to predict a 
sentiment label for each concept-

document pair. 
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Transfer learning by fine-tuning
Transfer learning by fine-tuning is one of the most sophisticated NLP 
approaches Luminoso could be compared to and has many advantages. 

This approach recognizes the value of transfer learning and pre-trained 
knowledge, while realizing that most tasks don’t have enough data to 
learn from scratch.

The fine-tuning strategy trains a large, domain-general, multi-layer 
language model, “freezes” most layers of the result, and continues 
training remaining unfrozen layers on specific task-based data. 

Possible problems in transfer learning  

To Luminoso, the motivation for this strategy is absolutely right. 
However, there are some issues with its implementation that make us 
prefer our approach to transfer learning:

• You need to decide on a learning rate schedule and an amount of 
time to spend fine-tuning.

• Without sufficient fine-tuning, the model is under-trained, doesn’t 
reflect the domain properly, and is highly sensitive to the state in 
which it stopped training.

• Too much fine-tuning produces “catastrophic forgetting”: where the 
domain-specific training overrules the general representations that 
were learned by the general model. It is particularly hard to avoid 
catastrophic forgetting because it’s a result of the model learning 
exactly what you asked it to learn.

• Most importantly, this strategy only makes sense on labeled data.

Learning effectively from unlabeled data, which describes most domain 
data, requires a different approach to transfer learning.
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How Luminoso overcomes 
limitations
In this whitepaper, we’ve described the importance of transfer 
learning to what we do at Luminoso. Our approach arose from a 
unique approach to transfer learning, which we originally developed 
at the MIT Media Lab while exploring ways to make ConceptNet 
knowledge useful to machine learning. When we did so, we ended up 
with an effective method of transfer learning that was far ahead of the 
curve, and which we could turn into a product when almost nobody 
else was talking about transfer learning.

By now, our years of experience productizing transfer learning have 
given us the skills and intuition to overcome the limitations present 
in more traditional NLP systems, while being able to incorporate new 
advances in NLP. Transfer learning is becoming better understood 
and better studied in NLP as a whole, as the field recognizes its 
importance, but most commonly available methods of transfer 
learning work only on fully supervised data.

If the essence of our own transfer learning approach could be 
distilled into  one distinct advantage for our clients, it’s that Luminoso 
Lumionso’s focus on unsupervised learning allows for unparralled 
adaptibliity and results. An unsupervised approach to NLU gives our 
users a superior edge over their competitors,

Luminoso was formed to find a generalized solution to langugage's 
complexities, and through our unsupervised approach to NLU 
we have succeeded.  Luminoso remains the only generalized text 
analytics product on the market, able to work across any domain, 
industry, and use case.

“Using 
pretrained 

models is the 
most important 

method we 
have to allow us 

to train more 
accurate models, 

more quickly, 
with less data 
and less time 

and money.”
–Jeremy Howard, “Deep 
Learning for Coders with 

fastai and PyTorch”, 2020
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Luminoso builds text analytics products for analyzing conversational text data like support tickets, open-ended survey 
responses, and reviews. Using common-sense artificial intelligence to understand language, we empower organizations 
to discover, interpret, and act on what people are telling them. Requiring little setup, maintenance, or training, Luminoso 
combines world-leading natural language understanding technology with a vast knowledge base to learn words from 
context – like humans do – and instantly analyze text without libraries. Our products provide native support in 15 
languages, so leaders can explore text data, make sense of feedback, and surface business-critical insights. Luminoso is 
privately held and headquartered in Boston, MA.

To learn more, visit us at luminoso.com.
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